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Abstract

We investigate the hypothesis that the linguistic content underlying human
speech may be coded in the pattern of timings of various acoustic “evéatsd*
marks) in the speech signal. This hypothesis is supported by sevenatistof
research in the fields of linguistics, speech perception, and neurosciémthis
paper, we put these scientific motivations to the test by formulating a paio¢gs-
based computational framework for the task of spotting keywords itiragus
speech. We find that even with a noisy and extremely sparse, phormadad
based point process representation, keywords can be spotted with@ctevels
comparable to recently studied hidden Markov model-based keywottirgpsys-
tems. We show that the performance of our keyword spotting system imighe
precision regime is better predicted by the median duration of the keywtdrr
than simply the number of its constituent syllables or phonemes. Wheneve ar
confronted with very few (in the extreme case, zero) examples of tyhedee in
guestion, we find that constructing a keyword detector from its compayéable
detectors provides a viable approach.

1 Introduction

Investigating the speech recognition task of spotting gfiedd keywords in continu-
ous speech has both practical and scientific motivationgwiied spotting (KWS) is

a technologically relevant problem, playing an importasierin audio indexing and
speech data mining applications. It is also a task that hemarform with astonish-
ing ease, even in situations where little access to nomdéXinguistic constraints is
provided (e.g. spotting native words in a unfamiliar langgla Several computational
approaches to this problem have been proposed (for a thon@wigw of the issues
involved, see Rose, 1996):

1. One of the first keyword spotting strategies, proposedrmjié3(1973), involved
sliding a frame-based keyword template along the speectalsand using a

*Department of Computer Science, University of Chicago
TDepartments of Computer Science and Statistics, UnivergiBhiago.



nonlinear dynamic time warping algorithm to efficiently sgmfor a match.
While the word models in later approaches changed signifigathis sliding
model strategy was used in other approaches (see Wilpon, 4989; Silaghi
and Bourlard, 2000).

2. A standard hidden Markov model (HMM) based method is thenveoed-filler
model. In this case, an HMM is constructed from three compte keyword
model, a background model, and a filler model. The keyword ehaltied
to the filler model, which is typically a phone or broad classefd, meant to
represent the non-keyword portions of the speech signadlllyj the background
model is used to normalize keyword model scores. A Viterbbde of a speech
signal is performed using this keyword-filler HMM, produgipredictions when
the keyword occurs. Variations of this approach are praviol Wilpon et al.
(1990); Hofstetter and Rose (1992); Szoke et al. (2005)Madnd Lee (2007).

3. Another common approach is to perform a search througpitbee or word lat-
tice of a large vocabulary speech recognizer to spot keywocdirrences. The
main research effort is focused on defining specialized denfie measures that
maximize performance. Examples include James and Your@#j1®eintraub
(1995); Junkawitsch et al. (1996); and Thambiratnam andh&ran (2005).
While these systems do not require a predefined vocabulay,rély on lan-
guage modelling and are thus highly tuned to the trainingrenmnent.

In this paper, we operate within the sliding model paradigmd thus do not need
to explicitly account for the filler regions. Furthermoreyrdeyword models are not
based on dynamic time warping or HMMs operating on a framsedaepresentation;
instead, we consider keyword and background point procesteling of a sparse,
event-based representation of the speech signal. Ouratiotifor considering such a
representation may be traced to several scientific tramitio

First, acoustic phonetics and the study of speech produg¢for example, see
Stevens, 1998) has provided the insight that speech is geckeby the movement
of independent articulators that produce acoustic sigaatat specific points in time.
These include the point of greatest sonority within a sytladucleus, the points of clo-
sure and release associated with various articulatory memés such as closure-burst
transitions for stop consonants; obstruent-sonoransitians; and onsets and offsets
of nasal coupling, frication, or voicing. Linguistic infmation is coded both in terms
of which events occur and the durations between these e{egtsvoice onset time).
Stevens (2002) refers to these events as acoustic landaratiassigns them a central
status in lexical decoding.

Second, many neuroethological studies have demonstreexkistence of neurons
that fire selectively when a constellation of acoustic progg are present in the stim-
ulus (see Margoliash and Fortune, 1992; Esser et al., 19&&d5ery and Feng, 1983).
In conjunction with these results is the synchronizatiopdtiiesis that auditory infor-
mation is further encoded in the temporal pattern of suchalegtivity, i.e., temporal
coding. See Suga (2006) for one articulation of these ideas.

If one takes seriously these findings, then it appears tledfrtuistic information
may be coded in terms of the patterns of points in time — a@oasgénts in the speech



signal, and neural firing patterns in the brain. In the cantékeyword spotting, there

are two guiding design principles for such a point procegsesentation. First, this
representation should efficiently encode the underlyinguistic content and produce
as sparse a set of events as possible. Second, given aayitafi process statistical
model, the temporal point patterns within instances of gnord should be distin-

guishable from the background arrival rates. Since ouresmrtation is not frame
based, we are led to a different statistical formalism to ehdke timing patterns of

acoustic events. The framework of point processes is rlatndawe explore the appli-
cability of such models in this paper (see Brown (2005) or&tlail. (2007) for reviews

and applications of point process models to neural spikeatietection; as far as we
know explicit applications to speech using such models didexist before our own

work).

Finally, we are interested not only in the case when traigiata is abundant, but
also in the case where we have extremely limited access topgga of a particular
keyword. Clearly, humans can easily spot a novel keyworaittinuous speech after
very limited exposure to others speaking it. This intuitiorplies that building key-
word detectors from lower-level primitives may be a useftategy (the lattice search
methods implicitly take this point of view, as well). IndedHe principle of compo-
sitionality (see Geman et al. (2002)) manifests itself i thbservation that words are
composed of syllables, and syllables themselves of phosieifiee underlying intu-
ition is that although we may have very few examples of thedwoiquestion, we may
have many more examples of the syllables that compose iteSVhis experimentally.

Formally, our keyword spotting task amounts to learningracfion of timed,, (¢)
that takes high values when keywardbccurs and low values otherwise. This detector
function,d,, (t), may be defined in terms of the (log) likelihood ratio

POl = 1) 0

) =1 | FiG g =)

whereO are the set of observations in the utterance@andR — {0, 1} is an indicator
function of time that takes the value 1 when the word is utteaemd 0 otherwise. The
detector output is thresholded by a suitable valuand the local maxima that remain
define a set of keyword detection times. To account for thiatian in duration across
instances of a particular keyword, we can introduce a nasauration parametér,

in which case the likelihood of the observations gidgrit) = 1 takes the form

P(O|0,(t) =1) = /Ot P(O|T, 0,(t) = 1)P(T0,(t) = 1)dT, (2)

where we have imposed the constraint tiiat< t. In general, the models for
P(0l0,(t) = 0) and P(O|T, 0,,(t) = 1) will depend largely on the nature of the ob-
servation space. However, the distribution over keywongtions,P(T|0,,(t) = 1),
can be estimated directly from a set of keyword traininganses.

LFor the most part, we assume tifag(¢) is 1 at the end of the word. However, one may take other
appropriate definitions @f,, and in particular, some of our experiments are done @jthaking the valua
at the maximally sonorant point at the center of the vowel bgasrimary stress in the keyword.
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Figure 1: Architecture of our keyword spotting framework. general, we may con-
struct one signal processst for each acoustic feature of interegt & |F|), which
produces a specialized vector representalignEach representation is input to a fea-
ture detectorD; that produces a temporal point patte¥f). The combined seR of
point patterns for all of the detectors analyzed compared avstatistical model for a
given keywordw, determining the keyword detector output for the presentegance.

As indicated above, we define our observatiéht be a family of temporal point
patterns,R = {Ny}4cx, produced by detectors for a sétof linguistic properties
(e.g. phones, distinctive features) or acoustic signat(eey. band energy inflection
points, periodicity maximaj. For each¢ € F, the point patternV, is specified by
a collection of time point{t,, ..., ¢, }, wheret; € R*. Arrivals of each process,
which may be viewed as acoustic event landmarks, shouldlydezcur when and only
when the corresponding featupeés maximally expressed, articulated and/or most per-
ceptually salient. Furthermore, asynchronous detechopdyithat the quantization of
arrivals of each feature’s point process may vary. In pcactireating an ideal detector
is of course unachievable, so we may generalize this notianarked point process
representationg, Ny, My), where the markd/, = {fi,..., f,,} are interpreted as
the strengths (e.g. probabilities) of the correspondimgitaarks. Figure 1 shows a
schematic of our keyword spotting architecture.

The final ingredient of our keyword spotting strategy is thegistical model it-
self, which amounts to specifying the form of the terd$0|6,,(t) = 0) and
P(O|T,0,(t) = 1) in Equations 1 and 2, where we take= R. Outside the given
keyword, we assume a constant arrival probability for eathator, and thus the back-
ground spike trains are modelled as homogeneous Poissoegses. However, for the
keyword observations, for which we expect a charactersgtike pattern, we consider

2The design of a suitable family of detectors is itself the sabjf an interesting program of research (see
Stevens and Blumstein, 1981; Stevens, 2002; Niyogi and $a2@dR; Pruthi and Espy-Wilson, 2004; Amit
et al., 2005; Xie and Niyogi, 2006)). However, we will not & this question in any detail here. Rather,
we will assume that a detector based representation is maii@d@ao us and models for recognition will
have to be constructed from such representations. In theriexgnts presented in this paper, we choose a
simple phone-based detector set, which we define in Sectlon 4.



inhomogeneous Poisson process modelling. This approacpreaiously been shown
to be a useful means to describe the statistics of our spanseguocess representation
in the context of phone recognition (Jansen and Niyogi, 2008 the present study,
however, we instead consider Poisson process models obkdgwnd their constituent
syllables rather than models of regions of constant sgnorit

In Sections 2 and 3 we provide a formal treatment of the moelmigloyed, both
in the case of many keyword training examples, as well asardtta-starved regime
where we have few or no examples of the keyword itself (butehacess to the con-
stituent syllables). In Section 4 we present sets of toy amdprehensive keyword
spotting experiments that demonstrate the viability ofapproach. These results lead
us to several interesting conclusions regarding both oopgsed framework and the
task of keyword spotting in general.

2 Learning with Several Keyword Examples

If we are provided a collection of training utterances, imtihg several instances of
a keywordw, we may proceed by estimating the distributions of Equatibrand 2.
While the distribution over keyword durations may be estedadirectly, the form of
the distributions over the observations will depend on takeire of implemented rep-
resentation. In particular, if our set of observatiohare taken to be the point process
representationk introduced above, we consider homogeneous and inhomoggneo
Poisson process models for the background and keywayldservations, respectively.
Thus, we begin with a brief presentation of the theory of Bmisprocesses.

2.1 The Theory of Poisson Processes

A homogeneous Poisson process is founded on the assummioin tiny differential
time interval,dt, the probability of an arrival i9dt, where\ € R is a constant rate
parameter. This probability is independent of spikingdrigtand hence the Poisson
process is memoryless. For the inhomogeneous case, thecbrate parameter is
generalized to a time-dependent functign), but the memoryless property still holds.

2.1.1 Homogeneous Poisson Processes

Consider a collection of independent point pattefis= {Ny}4cr, Where N, =
{t1,...,tn, } andt; € (0,T7]. If ng(t) = |{t; € Ny|t; < t}| is the number of time
points in the interva(0, t| and we assuma/, is generated by a homogeneous Poisson
process with rate parametgy, we may write

AT )Re Ao
Pas () = Pl (0) — nofa) = ) = 2T
wherer = b — a. It follows the probability that the first arrival occuadter time ¢ is
P[t; > t] = Py4(0) = e~ *!. Therefore, the probability that the first arrival lies irth
interval (t, ¢t + dt] isTP[t; € (t,t + dt]] = A\ye~**'dt, which leads to a corresponding
density function



f(t) = /\¢€_)\¢t.
Since the process is memoryless, the likelihbofthe ¢ point pattern becomes

P(Ny) =P,

T

7(0) x f(t1) Hft —ti1) = (Ag)" e M ®3)

=2

It follows that the likelihood of the entire point processdsservation? = { Ny }scr
takes the form

P(R) =[] ()" e ™. (4)
bEF
Training this homogeneous Poisson process model, thenyramto estimating., for
each¢ € F. In particular, if we are givev normalized-length training segments, and
the total numbefs of landmarks of type observed in those segments, the maximum
likelihood estimate oh,, is given by

Ay = argm}z}xKlog)\ — ANT = K/NT. (5)

2.1.2 Inhomogeneous Poisson Processes

In general, the inhomogeneous poisson process is charactday the intensity func-
tion (rate parameter), (t) which now varies as a function of time. One could consider
many different forms for such a time varying intensity fuoot For simplicity, we
consider a piecewise continuous rate parameter bvewvisions of the interva(0, T'|
given by \(t) = Ay for d = ceiling(t/AT), where AT = T/D. In this case, the
Poisson process can be factored iltindependent homogeneous processes operating
in each division. That is, if

Ng,a = Nylr(ay,

wherel(d) = ((d — 1)AT,dAT], andny ¢ = [Ny 4|, then the likelihood of an indi-
vidual point pattern is determined by

D
P(Ng) = [ [ P(Ny.a),
d=1

where, according to Equation 3,

P(Ng.q) = (\p.a)#ie roalT

Here,\4 q is defined as the rate parameter for #hehomogeneous process for feature
¢. It follows that the maximum likelihood estimate of the rarameters are given by
(c.f. Equation 5)

SUsually, we will use the notatiof to denote likelihood of the data, i.e., the density evaltiatehe data
points. We uséP(E) to denote the probability of the eveht



Npa = KyaD/NT, (6)

where we assume we have been provided Witlraining segments containing a total
of K, 4 landmarks for feature in thed'™ segment piece. Finally, the likelihood of the
whole point process representation can be computed as

D
R) = [T T[waeseesst %

pEF d=1

While we will not explore marked point process models in thipgr, note that we
can extend the Poisson approach described above by iningduark-dependent rate
parameters\(t, f) (see Jansen and Niyogi, 2008).

2.2 Poisson Process Keyword Model

We assume there are two underlying stochastic processesatieg the observed point
process representatidh The firstis a homogeneous Poisson process that generates th
observations in regions outside keyword instances. Thenseis an inhomogeneous
Poisson process that generates the various instanceslativerd.

Given a timet and a candidate keyword durati@h we can partition the point pro-
cess representatiai observed for an utterance of total duratibrinto three subsets:
Ry = Rl,t—1), R2 = R|4—74, andR3 = R| ). We assume conditional indepen-
dence between subsets and assumeRhatnd R3 are generated by the homogeneous
background process. Thus, we may write

P(R|0,(t) =0)
P(R2|T7 O (t) - O)

Since P(R|0,,(t) = 0) does not depend off, the detector function of Equation 1
(O = R) reduces to

P(Ry|T, 0,(t) = 1) P(R3|T, 0.(t) = 1) = (8)

Ry|T, 0,(t) = 1)
=1 T|60.,(t) = 1)dT| . 9
0 =tog [ [ POALAD =D pirign = 1) ©
Now, P(Rs|T, 0,,(t) = 0) is determined by the background homogeneous background
model andP(R»|T, 6,,(t) = 1) is determined by the inhomogeneous keyword model,
as follows:

1. For the P(R,|T, 60, (t) = 1) distribution, we begin by normalizind?, =
R| -1 to the interval(0, 1]; that is, we mapR; to R; such that for each
t; € Ro there is a corresponding € R, wheret, = [t; — (¢t — T)]/T. Given
this mapping, we make the simplifying assumption that

1

P(Ro|T,0u(t) = 1) = e

P(R50u(t) = 1). (10)



This equivalence assumes that the observations for eaemagsof the keyword

are generated by a commdfsindependent inhomogeneous Poisson process op-
erating on the intervdl0, 1] that is subsequently scaled Bto a point pattern on

the interval(t — T, t]. In this way, the number of firings of the different detectors
in a keyword is invariant to the actual duration of the keyavoFhe duration of

the keyword itself is modeled by a separate durational modiée divide the
normalized interva(0, 1] into D regions, withn 4 landmarks of feature in the

d*" division, from Equation 7 we may write

D
P(Ry|0,(t) = 1) = [ ] (Ap.a)" e /P, (11)

PEF d=1

where )\, 4 is thed'™" division rate parameter for featuse Note that we have
made use of the fact that the normalized interval has uniatéhur. Training
the model for a given keyword amounts to computing the ratamaters of
each feature detector over instances of the keyword (naretktio unit duration)
according to Equation 6.

2. FortheP(R,|T, 0,,(t) = 0) distribution, we need only consider a homogeneous
Poisson process model that depends solely on the total mumhs landmarks
observed for each featugeand the total duration of the segment (in this c&A%e
In particular, from Equation 4, we may write

P(Ro|T, 0. (t) = 0) = [] lual"oe "7, (12)
peF

wherey,, is the background rate parameter for featuire Training this model
for a given keyword amounts to computing the rate parametethe average
detector firing rates over a large collection of arbitrargesgh (see Equation 5).

Given a novel utterance, we may evaluate the detector fumbly sliding a set of
windows with durationg” € 7 (regularly-spaced with interval) and approximating
the integral expression of Equation 9 by

P(R5|0u(t) = 1) P(T]0w(t) = 1A

duw(t) ~ log ;
1;7 TIR2IP(Ry|T, 0,,(t) = 0)

(13)

where P(R}|0,,(t) = 1) is given by Equation 11 an&(R;|T, 6,,(t) = 0) is given
by Equation 12. Finally, the distributioR(T'|0,,(t) = 1) may be estimated from a
set of measured keyword durations using kernel densitynatitin or any other non-
parametric technique.

4It may be reasonable to expect the keyword duraffoto scale inversely with the speaker’s overall
speaking rate. Therefore, the background rate paraméfeirsiependence makes the implicit assumption
that the background detector firing rate is independentedisipg rate. Introducing a speaking rate nuisance
parameter and estimating separate sets of background raimetars for several speaker rate ranges may
provide a more realistic background model. We leave this siderto future work.



2.3 Restricting the Search to Candidate Stressed Vowels

The above prescription for evaluating the detector fumctivolves sliding a set of
windows across the utterance and evaluating Equation 1@etr, since we are ul-
timately interested in detecting a keyword that has a ungjressed vowel, we could
conceivably limit our search to a set of candidate voweltiocs, as determined by a
vowel detector.

LetV = {t;,...,ty} be a set of times produced by such a vowel detécfinen,
we can define a modified detector function as

5 _f dw(t) ifteV
du(t) = { —00 olw ’ (14)
whered,,(t) is defined by Equation 1. However, there is one caveat: th&ysisa
window is now relative to the position of the stressed vowdijch is not invariant
across instances of the keyword. To address this, we mustlinte a second nuisance
parameterf < [0, 1], the fraction of the word duration that occurs before thessted
vowel landmark. This requires two modifications to the abfovenulation:

1. Thed, (t) = 1 likelihood function of Equation 2 now takes the double imétg
form

P(0]0,(t) = 1)

/ / (OIT. .0, (t) = 1)P(f10u(t) = 1)P(T|0u (t) = 1)dfdT,

where we have assumed conditional independen@easfd f.

2. Since the evaluation of the detector function at titmie now relative to the
stressed vowel position, the candidate keyword intervgivien by (t — fT',t +
(1 = f)T]. Thus, the point process representation restricted to aheidate
keyword interval is now defined @, = R|—f7++(1-f)1-

Given these adjustments, the derivation of Section 2.2 irsratherwise unchanged.
Thus, given a set of candidate stressed vowel landmarkigosif € W (regularly-
spaced with interval f), the sliding model detector function of Equation 13 nowetak
the form

~log | Y Y I(Ry, T, f)ATAF |, (15)

TeT few

where

5A clarification is useful here. For thgh vowel, the time;; is identified with a “vowel landmark” which
corresponds to the point of maximal sonority (whose acoustitetates can be measured through energy,
periodicity, etc.) within that vowel. Such a vowel detedtas been implemented in Xie and Niyogi (2006)
for example.



I(RQ,T, f) =

(B0 (6) = DP(S0u(t) = DP(QM) =0 g

TIRAP(Ry| f, T, 0, (t) =

Again, the forms ofP(R5|0.,(t) = 1) and P(Rs|f, T, 0,,(t) = 0) are given by Equa-
tions 11 and 12, respectively. The distributiBf|6.,(t) = 1) may be estimated from
a set of keyword training instances using kernel densitynasgiton.

Limiting our detector evaluation to a sparse set of vowetlfaark times results in
a speedup ofa—, whereq is the fraction of the sliding model time points that contain
vowel landmark. Thus, limiting the search to vowel landnsackn lead to significant
reductions in processing times, especially in the settfragpoversational speech where
the speech content itself can be relatively sparse.

3 Learning with Minimal or No Keyword Examples

In the face of minimal or no training instances of the keywofdhterest, we will not
have adequate statistics to accurately estimate thetdistonsP(O|T, 0,,(t) = 1) and
P(T)6,(t) = 1) of Equation 2. However, given a word is a sequence of sylglalied
the most common syllables are shared among a plethora osywelcan reduce the
keyword spotting task to syllable detection with a coinaicke constraint. In this way,
we may be able to build a detector for a word with no exampldélefvord but plenty
of examples of the constituent syllables in question.

3.1 Poisson Process Syllable Model

Consider a keywords composed of a sequence of syllablesss . . . s,,. If provided
with adequate training examples of each syllable, we carstoact a collection of
syllable detector functiongd,, }? ,, in exactly the same manner used for keywords
(see Section 2). Such syllable detectors will presumahbigtion in a significantly
more noisy manner than multisyllabic keyword detectorsweilger, we can combat
this problem with the following strategy:

1. Determine a set of high-sensitivity syllable detectoreraping thresholds
{71,72,---,7}, One for each syllable detector, in order to minimize falsg-n
atives.

2. Evaluate the syllable detectors at candidate vowel lamkdsnonly (see Sec-
tion 2.3).

3. Invoke the powerful constraint of detector coincidene#h delay) to integrate
noisy syllable detectors and obtain relatively high keyavdetection accuracy.

Formally, if each syllable detectat,, produces a set of candidate syllable detection
times, D;, then, given a reasonable upper boundn the syllable duration, we may
define the keywordy detector according to the Boolean function

dw(t) = H1(t, t) N Hg(tl,tl + T) VACERIVAN Hn(tn_htn—l + 7'), (17)

10



where

1 if3teD;stite]a,bd
Hi(avb) = { 0 o/w [ ]

and eacht; € D, is the detection for syllable; that satisfied?;. Note that the Boolean
function must be evaluated from left to right, as edchis a function of thet;_; ¢
D;_, that allowsH,_; to evaluate to one.

3.2 Sub-Syllable Models

The syllabary of English is made up of approximately 12,0@bles, so collecting
enough training examples of each to build a set of detectararf arbitrary word can
be practically infeasible. However, it is interesting tdenthat the most frequent 324
syllables in a typical speech corpus can cover two-thirds(@&chweitzer and Mdbius,
2004). To address rare syllables in our framework, one ctalldback to a set of
detectors for each constant sonority segment that comgiréseare syllable, in con-
junction with an appropriately modified coincidence coaistr. Nonetheless, we will
limit the syllable model experiments in this paper to wordmprised of common syl-
lables only; exploring segmental detector-based stra¢dgis outside the scope of the
current study.

4 Keyword Spotting Experiments

In this section, we consider the performance of the varioodets described above for
the task of spotting instances of a given keyword in uncairstd speech. Each of our
proposed algorithms employs a true detection paradigmgldemf spotting the key-
word with minimal knowledge of the ambient linguistic emnment. In particular, the
background homogeneous Poisson process model is tantatocusimple measure-
ment of the mean firing rates of the detectors that form thetpobcess representation.

Depending of the feature s&t, such mean firing rates can be largely independent
of the environment, whether it be English, nonsense, oreigarlanguagé.This is in
contrast to other proposed KWS approaches that attemptleaadaywords based on
the probabilistic output of an HMM-based continuous speechbgnizer. Such embed-
ded keyword spotters rely on a more detailed model of thedagg, which may render
them useless in the case of nonsense or foreign languaggrbaocki. Clearly, humans
are adept at spotting native keywords in both nonsense ls@eetforeign languages,
so we view this as a reasonable requirement for an automatieded spotter.

All experiments were conducted using the TIMIT (Garofoloagt 1993) and
Boston University radio news (Ostendorf et al., 1995) spemwrpora. TIMIT was
primarily used for training feature detectors that deteenthe point process repre-
sentation, as well as for training and testing in the toy kaylspotting experiments

8For the phone-based detector set we implement, mean deteaigrrfites are roughly equivalent to
a unigram phone language model. However, if lower-level aetesets are implemented (e.g. spectro-
temporal features or band energy inflection points), our KW&ey would have increased invariance to
changing linguistic environments.

11



described below in Section 4.4. Boston University Radio Bl¢BURadio) was used
exclusively for large scale keyword spotting performaneauations described below
in 4.5. We begin with a precise description of the implemémmigint process represen-
tation, the vowel landmark detector, and keyword spottivaieation procedures.

4.1 Construction of the Point Process Representation

We require a map from the speech sigg@l) to a collection of point processds =
{Ny, M4}scr, WhereF is some set acoustic or linguistic properties that is adequa
to differentiate the phonological units #A. This mapping is accomplished using the
following three components:

1. GivenW windows of the signal collected every, seconds, construct for each
¢ € F an acoustic front end that produceg adimensional vector represen-
tation X, = z1,..., 2w, Wherez; € R*¢. Each representatioi,, should be
capable of isolating frames in which featutés expressed and, to that end, the
window and step sizes may be varied accordingly.

2. Construct a detector functiapy, : R*s — R for each¢ € F that takes high
values when featurg is expressed and low values otherwise. Each detector may
be used to mag; to a detector time serigg, (1), - - - , 9o (zw )}

3. Given a threshold, we can compute the point procgss,, M) for featureg
according to

Ny = {ilg|ge(z;) > 6 andgy(2i) > go(zit1)} (18)
My = {g¢(xi)|idg € Ny}

Here, we assum&/y, = {t1,...,t,,} andMy = {fi,..., fn,} are ordered
such that; 1 > t; andf; = g4(z;), wherej =t¢;/Ay.

In the experiments presented in this paper, we have takefeature sefF to be the set
of phonespP (i.e., there is a one-to-one correspondence between ésatus F and
phonesp € P). The precise structure @ is defined to be the standard 48 phone set
of Lee and Hon (1989) and used in later work by Sha and Saulrj2dthe definition
of this set in terms of TIMIT labels is shown in Table 1. SindgRadio is not used in
feature detector creation, the differences between TIMIIBURadio phone labelling
conventions are irrelevant.

While the point process representation can theoreticalig (erhaps, ideally) be
constructed from multiple acoustic representations tdioeeach phonetic detector, we
implemented a single shared front end for all of the phonediets. In particular, we
employed the rastamat package (Ellis, 2005) to computed#titaal 39-dimensional
Mel-frequency cepstral coefficient (MFCC) feature set f6rrds windows sampled
every 10 ms. This included 13 cepstral coefficients compated the full frequency
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Table 1: The list of 48 phones used in our experiments anddfresponding TIMIT

labels included for each (reproduced from Lee and Hon (1989)

Phone| Example | Incl | Phone Example Incl

iy beat en button

ih bit ng sing eng
eh bet ch church

ae bat jh judge

ix roses dh they

ax the b bob

ah butt d dad
uw boot ux dx butter

uh book g gag

ao about p pop

aa cot t tot

ey bait k kick

ay bite z Z00

oy boy zh measure
aw bough \ very
ow boat f fief

I led th thief

el bottle S Sis

r red sh shoe

y yet hh hay hv
w wet cl (sil) (unvoiced closure) | {p,t,k}cl
er bird axr | vcl (sil (voiced closure) | {b,d,g}cl
m mom em | epi(sil) | (epenthetic closure epi

n non nx sil (silence) h#, pau

range (0-8 kHz), as well as 13 delta and 13 delta-delta (act#bn) coefficients. Cep-
stral mean subtraction was applied on the 13 original cdeffis, and principal com-
ponent diagonalization was subsequently performed fordbkalting 39 dimensional
vectors.

In general, the simplest approach to constructing the tletéanctions is to inde-
pendently train a one-vs-all regressor for each phonaddgiait using any suitable ma-
chine learning method. That s, givériabelled MFCC training example$x;, p; } -,
where eachy; € R?? is contained in a segment of phopec P, we would like to com-
pute a set of detector functions : R3® — [0, 1] such thatg,(z) = P(p|z). In our
implementation, we used the normalized MFCC vectors foh @hone to estimate the
P(z|p) distributions assuming @-component GMM for each € P, given by

C
P(xlp) = prc/v(ﬁpw pe)(@), (19)
c=1

wherew,. > 0 andzcc:1 wpe = 1 for eachp € P; and N (fi, ) is a normal distribu-
tion with meangi and full covariance matri¥. The maximum likelihood estimate of
these GMM parameters are found using the expectation-nizadion (EM) algorithm
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on the training datd(x;, p;) }/,. These distributions determine the family of detector
functions,{g, }, as

P(x|p)P(p)

where P(p) is the frame-level probability of phongas computed from the training
data. Note that for the toy experiments presented in Sedtibrnwe measured perfor-
mance forC € {1,2,4,8} to study the performance for various detector reliabsitie
For the large scale experiments presented in Section 4.5tudy just the” = 8 case.

Figure 2 shows for an example instance of the keyword “gretsyevaluation of
log P(z|p) and the corresponding point process representation gipdyiag a thresh-
old of § = 0.5.7 The drastic reduction of information resulting from the wersion
produces an exceedingly sparse point process representttis precisely this sparse
representation that will be used in the the experimentsptesd below.

4.2 The Vowel Landmark Detector

For evaluating our keyword spotting strategies that opevata vowel-by-vowel basis
(see Sections 2.3 and 3), we require a vowel landmark det&@ocan construct such
a detector in much the same manner used for the individuaig@Hetectors described
in Section 4.1. In particular, given the GMM estimaterfz|p) for eachp € P (see
Equation 19), we can define a detector for the set of vowels, P, as

ZpEV P(l|p)P(p)
> per P@lp)P(p)

Finally, given a suitable threshold, we can yseto determine a set of candidate vowel
locations according to Equation 18.

gv(z) = P(V|z) =

4.3 Model Evaluation Procedure

Both the TIMIT and BURadio corpora provide a time aligned evranscription. This
transcription may be used to determine a set of intefals: {[a;, b;]} N+ that contain
the keywordw. While keyword spotting literature has relied on multiplefpemance
metrics in the past, we employ a community standard figure arftr(FOM score) in
our evaluation (for other examples of it use, see Junkalwigsal., 1996; Ma and Lee,
2007, and the references therein). Given a3gtof detections of keywordv, this
figure of merit is defined as the mean detection rate when weall2, ... 10 false
positives per keyword hour. This metric is a means to sunmaalie high precision
performance of the detectors; this performance may be graphically chtarzed by

"This is an intuitive choice, as it corresponds to an optimaleBainary classification for each landmark
(i.e., is the phone more likely present than not).

8]t is worth noting that the ROC curve provides a complete atterization of the performance. In some
applications, one may be interested in the high precisiomeghat that is captured by the FOM score
described here. In other applications, however, the higalireegime may be of greater interest. For reasons
that are not entirely clear to us, many recent papers on keyspotting have provided the average FOM
score and for ease of comparison, we have used this FOM scevalteate our performance.
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Standard HMM Representation: log P(x|p)
gl | g r | iy | s iy
T

log P(x|p) for each Phone

0 0.05 0.1 0.15 0.2 0.25 0.3 0.35 0.4
Time (s)
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Point Process Representation: R = {Np}
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|

Piiii bbb i i

phone
B

N_for each
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Figure 2: (a) The lattice ofog P(x|p) values for an utterance of the word “greasy,”
where higher probability is lighter. (b) The correspond{ngmarked) point process
representationk = { N, },cp foré = 0.5.
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the initial region of operating curves measuring the retahip between detection rates
vs. false alarms per keyword, per hour, as threshold isdarie

In computing this figure of merit, we consider a keyword deétect € D,, to be
“correct” if there exists an intervak, b] € I, such that € [a — A, b + A], whereA
is a short (e.g. 10-20 ms) tolerance that is set accordingegtecision of the word
transcription. Any degenerate detections (i.e., multiptarect” detections in a single
occurrence of the keyword) are discardefinally, any detection that is neither correct
nor degenerate is considered to be a false alarm.

Our initial exploration of the keyword model behavior expds rather weak de-
pendence of performance on the number of divisibria the inhomogeneous Poisson
process; thus, we chose not to perform an exhaustive viaiidatocedure for each
model. While not necessarily optimal, a settingl@f= 10 led to reasonable perfor-
mance early on, so we used that value for all experimentsisisd in this paper (both
whole word and syllable models). Ultimately, we believe aigpificant improvements
in this department will result from implementing parameted estimation of the inho-
mogeneous rate parameters, not from tweaking valués of

Finally, for each whole word or syllable detector implenehtthe training in-
stances produced a sample of durations and fractional voasgitions. We used the
sample means({) and (f)) and standard deviations{ and o) to determine a
set of values with which we compute Equations 13 and I5= {(T") + nor} for
n € {-1,0,1,2} andW = {(f) + moy} form € {-2,—1,0,1,2}. Increasing the
number of evaluation points produces slight performangeavements at the expense
of longer run times.

4.4 “greasy” Experiments

Since we have constructed our point process representaiog TIMIT phone data,
it is useful to evaluate our keyword spotting strategy on TiNest data. Since the
TIMIT corpus was designed to be phonetically and lexicallyetse, the only content
words with high frequency are those contained in slaesentences that are spoken
by all 630 speakers. Given this circumstance, we chose thé ‘goeasy”, which is
contained in thesal sentences, to evaluate performance of each proposed maghod
a function of both the number keyword training examples drreliability of the
detector set. It should be emphasized, however, that threseudy toy experiments,
since every instance of “greasy” occurs in the same contégtvever, this also pro-
vides a control that allows us to isolate the speaker inmagaf each approach as we
provide fewer and fewer speakers from which we may learn éysvkrd model. Note
that for each of the “greasy” performance values listed is $lection, we tested on all
sal, sx (phonetically compact), arsi (phonetically diverse) TIMIT test sentences,
amounting to 1512 sentences totalling 1.31 hours of coatingpeech.

%n practice, it is very easy to suppress such degeneratesnipjysdiscarding all but the highest prob-
ability detection in a small (of the order of the keyword digma} window around each candidate. In our
experiments, this strategy remowabkdegenerate detections without reducing the overall detecates.
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Figure 3: The inhomogeneous Poisson process rate paraméeach phone detector
for the word “greasy”, where we have sBt= 20 (see Equation 11) and@ = 8 (see
Equation 19).

4.4.1 Keyword Model Performance

Figure 3 shows the Poisson process rate parameters foryheick“greasy,” trained
on all 462 training instances of the keyword in the TIMi&1 sentences. As expected
we observe large rate parameters for the [vcl g r iy s/z iy]nqghdetectors as we pass
through the word. However, also present are moderate radengders for the phones
that are highly confusable with those actually present. é&@mple, when the [g]
detector exhibits a high firing rate, we observe a moderdtadtector firing rate. Note
that since the keyword occurs in the same context in sadhsentence (“...in greasy
wash ..."), significant rate parameters for the [ng] and [efedtors at the beginning
and end, respectively, become part of the word model. Tlain srtificial cue that may
actually benefit performance in this toy setting.

Table 2 list the “greasy” keyword model figure-of-merit p@rhance, using both
sliding model and vowel landmark-based (“grea” is strespeatessing, as we vary the
number of Gaussian mixture components used to construgththiee detectorsg{ in
Equation 19). Each of the word models produce exceedintigbte keyword spotters
when compared with the average figure-of-merit values tdpoother systems. How-
ever, it is again important to note that the present experiaig@rotocol is extremely
artificial, so these high figure-of-merit values should destawith a grain of salt (see
the BURadio experiments in Section 4.5 for a more standandtoaark). Still, the
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controlled nature of our toy experiments allows us to makersg strong conclusions
about the nature of the model presented above:

1. The keyword spotting performance is remarkably stableeagecrease the num-
ber of mixture components used for the phone models. Reguwirture com-
ponents produces less reliable detectors and, accordimghe detector confu-
sions. The Poisson process model’s robustness to thisdidgma is due in part
to the fact that it models the behavior of each detector digss of whether that
detector is behaving poorly. In this way, a reliable falssrml is as useful as
a true positive. In fact, this property makes it possible $e phone detectors
trained using TIMIT for detecting keywords in BURadio datdhamismatched
acoustic conditions. Furthermore, if we instead impleraért non-phonetic de-
tector set, the notion of feature detector-level falsenasavould be inapplicable,
but the keyword models could still produce reliable keywspdtters.

2. For all values ofC, vowel landmark-based processing produces essentially
equivalent performance compared with the exhaustivenglidgnodel method.
This indicates that the set of vowel landmarks containshallrelevant positions
to look for the occurrences of a given keyword. The small mepments over the
sliding model method fo€' € {4, 8} can be attributed to vowel-based methods
reducing the opportunities for false alarms.

3. When testing the vowel landmark-based processing, weasmagtigh threshold
of 0.95 for vowel detector described in Section 4.2 (i.e.,k&ep vowel land-
marks that havé’(V|z) > 0.95). Since our goal is to evaluate the word models
around stressed vowels only, all the landmarks of intenessafficiently high
probability. (This is not necessarily the case for syllabledels; we will return
to this point in Section 4.4.2.)

4. It is important to note that the vowel detector is definedthy sameC-
component phone GMMs used to construct the phone detedtoiTbes, the
drop in performance as we decred@$és in part due to missed vowel landmarks
from the degraded vowel detector. This explains the sigbther performance
of the vowel landmark-based method relative to the slidiragel method for
C e {1,2}.

Figure 4 displays the dependence of the word model, usingehtamdmark-based
processing, on the number of training examples of the kegWbMore interestingly,
since each speaker provides exactly one example, this @gtm interpreted as the
figure-of-merit performance as we vary the numbespdéakersve learn the keyword
from. This curve provides two important insights into théuna of the word model.
The first is that we observe remarkably stable performanith the figure-of-merit
dropping only ten points when we reduce the number of spedkam 462 to 25. It

101t js important to note that when we provide very few trainingmples, the performance of the word
model depends on which particular training examples are ukds the figure-of-merit values displayed
in Figure 4 are averages over several random selectionsiofrtg examples for each number of training
speakers value.
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Table 2. Word-based model figure-of-merit performance far keyword “greasy,”
using both the sliding model and vowel landmark methods téopm the search, with
various settings of’, the number of GMM components used in each phone model.

Sliding Landmark
C | Method FOM (%) | Method FOM (%)
8 96.3 97.4
4 93.2 93.6
2 914 90.7
1 90.4 88.5

is important to re-emphasize here that the figure-of-me@dtineasurement in the very
high precision regime, making even the lower values adrgrdtor example, when we
achieve a figure-of-merit of 80% when providing only 10 exéapit means that from
10 training speakers we can recognize 135 of the 168 didtistispeakers with next
to no false alarms. Given the large variation in the TIMIT s across age, dialect
region, and gender, this is no small feat. Even when progidimly 5 training speakers,
we still can detect the keywords of 123 test speakers.

With that being said, the second property to notice is thexiglis in fact a steep fall
off in figure-of-merit performance below 50 training speakeWhile this should be
expected of any machine learning method, it begs the qurestibow many speakers
would humans need to learn a word from before they could gdimerto a much larger
set. Indeed, it would seem reasonable that five or less waaildliba human might
require. However, it is clear from Figure 4 that such a smathher is not adequate for
the present whole word models.

4.4.2 Syllable-Based Model Performance

When we have access to zero or a very limited number of trainstgnces of a given
keyword, it becomes untenable to achieve a good estimategfdrameters of a Pois-
son process model of the entire keyword. As we saw in Figutieete is a significant
drop in performance when we provide as few as five trainingngtes, a trend which
would surely continue as the number of training speakertirnaes to fall to zero. In
this situation, however, we can fall back to the syllabledshkeyword detectors pre-
sented in Section 3.

To construct a syllable-based model for the keyword “grgasg constructed syl-
lable detectors for “grea” and “sy”. There is a fair amounpodnunciation variability,
especially across dialect regions. Thus, the “grea” mauglided syllable pronuncia-
tions [vcl g riy] and [vcl g r ix], while the “sy” model includg[s iy], [z iy], [s iX], and
[z ix]. Next, we set the syllable detector coincidence déte400 ms. Finally, since the
syllable “sy” is unstressed, and the syllable detectorgpaneessed on a vowel land-
mark basis, our vowel detector must be capable of detectisgessed vowels in this
case. We found this could be accomplished by simply reduitiagrowel threshold
from 0.95t0 0.5.
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"greasy" Figure—of-Merit (C=8) vs. Number of Training Examples
T

100 T T T T T T T T

(462, 97.4)
95+

(200, 96.1)

(100, 92.8)
)

85

Figure of Merit (%)

80

75

L L L L L L L L
o 50 100 150 200 250 300 350 400 450 500
Number of Training Examples

Figure 4: Figure-of-merit performance of the whole word mioplotted against the

number of training speakers (1 keyword example per speaksed to construct the
model.

Table 3 lists the syllable-based “greasy” detector peréoroe for various phone
detector reliabilities. Since the TIMIT corpus does notude a syllabic transcription,
automatically distinguishing true instances of a particslyllable from the equivalent
non-syllabic phonetic sequences is not possible withoytlalsc dictionary. Hence,
we performed two experiments; the first involved training fyllable models solely
from thesal sentences (thes'al Only” column in Table 3), which produce exactly
oneactual syllable example per speaker. The second experiment iegdhaining on
all occurrences in the entire TIMIT training set of the philmeequences listed above
for each syllable (“All TIMIT” column in Table 3). Again, thre are many observations
that can be made upon inspection of these results:

1. When we train the syllable models using examples culledh frsstances of the
keyword only, we nearly match or slightly outperform thefpemance of the
whole word model over various values®@f In this case, we are using exactly the
same information from the speech signal, but modelling tmestituent syllables
separately. Since the two syllable detectors are significaoisier than their
whole word counterpart, this high keyword spotting perfante demonstrates
the power of a detector coincidence constraint for prengrfiélse alarms.

2. When we instead train using all phone sequences in the ThHlAkabase that
match the syllable of interest, we observe a significant dnoperformance.
However, it is important to remember that, in this case, we @r provided
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Table 3: Syllable-based model keyword spotting figure-efitrperformance for the
keyword “greasy” with various settings 6f, the number of GMM components used in
each phone model. Thesal Only” results are from training only on actual syllables,
which are all contained in the word greasy. The “All TIMIT s@ts are from models
trained on the entire TIMIT train set, but include instanttes are not true syllables.

C [ sal Only FOM (%) | All TIMIT FOM (%)
8 948 82.6
4 94.9 82.0
2 91.9 86.1
1 88.5 81.1

no training instances of the keyword and (ii) the syllablaraples may occur
in arbitrary contexts. Still, we outperform the whole wordadel performance
with ten keyword training examples (see Figure 4). This mdhat it is pos-
sible to decompose the keyword spotting task into that okttuent syllable
spotting, and still achieve good performance with no expmso the keywords
themselves. Thus, if it is possible to store and process aguadely large num-
ber of syllable detectors, this keyword spotting strategyiges a entirely point
process-based path to lexical access.

3. Finally, it is important to note that (i) the syllable taig instances in the “All
TIMIT” case are not all actual syllables, and (ii) in thedl Only” case, all
training instances are the appropriate syllables, butydveacur in the context
of the word. Thus, we believe the true performance of the gged method,
which would ideally be training on true syllable examplegibitrary contexts,
lies somewhere in between the two sets of experimentaltsesubwn in Table 3.

4.5 Boston University Radio News Experiments

While the toy experiments described above provide a corttddenchmark for internal
comparison, we also require a large scale keyword spottistipéd that can be used
to establish our performance relative to established systeUnfortunately, there is
currently no standard corpus or task defined by the speeclgmémn community for
this purposé! In the spirit of Ma and Lee (2007), who use the WSJO corpus, ste te
our system on the Boston University radio news corpus; bothara consist of read
newscaster style speech.

Like the TIMIT database, BURadio is clean, 16 kHz/16 bit repeech, making
it a tolerable acoustic match for our phone detector setchvhias trained in TIMIT
as described above. Furthermore, the radio newscasteristylinatural but controlled
style that minimizes the complication of major pronundativariations, which the

11The one caveat to this statement is evaluation protocol st irecent and ongoing NIST spoken term
detection (STD) evaluation. While this protocol is similarthmse used in word spotting experiments, the
differences between KWS and STD tasks (STD is explicitly botary independent) make the comparison
with STD results meaningless for the time being.
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Table 4: Keywords used in the BURadio experiments, along thié number of train-
ing/testing instances and the median duration (comput# twdining instances) for
each keyword. For multi-syllabic keywords, the stresséidisie used is underlined.

Keyword # Train | # Test | MedianT
about 116 87 250 ms
Bogon 272 122 470 ms
by 337 250 180 ms
city 41 54 320 ms
commitee 41 37 380 ms
corngress 13 16 550 ms
government 43 55 440 ms
hurdred 121 98 310 ms
Massachsetts 334 102 710 ms
official 7 89 410 ms
percent 80 47 450 ms
presdent 52 33 490 ms
‘program 44 99 510 ms
~public 68 122 340 ms
sewen 39 60 370 ms
state 273 312 300 ms
thousand 56 54 490 ms
time 82 88 320 ms
year 144 163 230 ms
yederday 90 53 550 ms

present models are not explicitly designed to accommaddaBtJRadio consists of 7
speakers (4 males and 3 females), each reading on the ordee ¢four of speech for
atotal of 7.3 hours. We partitioned the speakers into aitrgigroup, consisting of the
two males and two females (fla,f3a,m1b,m2b), and a testingpgof the remaining
speakers (f2b,m3b,m4b).

Unlike the TIMIT database, the broadcast news content gesvgeveral multisyl-
labic words of relatively high frequency in arbitrary caxtie Table 4 lists the 20 key-
words (18 content, 2 function) used in our experiments,@ieith the stressed vowels
considered and number of occurrences in each division aldtee These words were
chosen to cover a wide range of word complexities in both tthiraand numbers of
phones and syllables.

4.5.1 Keyword Model Performance

Each BURadio keyword model is trained on all instances ofténget word in the
training group. Each keyword detector is evaluated on &t leae hour of test group
speech containing all of the instances of both the keywodiveards that contain that

120ne possible solution to this problem would be to employ agewmigprocess mixture model, with the
hope that each component would handle a given pronunciatithe &ceyword. We leave exploration of such
a model to future work.
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Table 5: Figure-of-merit performance for each keyword gshre whole word Poisson
process models.

Keyword FOM (%) Keyword | FOM (%)
Massachusetts  98.5 yesterday 59.6
program 97.9 government 52.4
Boston 89.3 city 45.6
president 83.0 hundred 34.1
thousand 78.9 year 33.1
congress 74.4 seven 31.3
percent 713 about 27.9
official 71.3 State 26.6
committee 66.1 time 25.7
public 60.1 by 9.0

Average FOM56.8%

keyword?!® Table 5 lists the figure of merit performance using whole woatiels, for
each keyword. Several insights emerge from this evaluation

1. Our average figure-of-merit of 56.8% for whole word modelgell within the
range of other quoted values in the literature. While eadr ptudy uses varying
corpora, keyword complexities/durations, and acousticdehcapacities, there
are still several results that are relatively fair comparsto our work. To list a
few examples, each using a context-independent (monoplaaoestic model,
Ma and Lee (2007) report an average figure-of-merit rangiognf42.6—-61.5%
and 18.4-33.1% for 30 content and 20 function keywords,easgely (WSJO
corpus); Junkawitsch et al. (1996) report an average figtiraerit of 58.5%
for a set of one monosyllabic and 24 multisyllabic conterkerds (Multicom
94.4 corpus); and, Szoke et al. (2005) report an averagesfigfumerit of 47.7—
64.5% for a set of 17 (mostly multisyllabic) content keywsid conversational
speech (ICSI Meeting corpus).

While our choice of keywords and corpus are not exactly matthehe studies
listed above, we believe our approach of providing the iildial performance of
each keyword, along with numbers of training/testing exasjand durational
information, is the only reasonable manner to report peréorce. The large
variation across keyword in Table 5, which is presumablysent for all key-

word spotting systems, attests to this need. However, \wwystudies of other
proposed keyword spotting systems have taken their asdbgsiond reporting
an average figure-of-merit value across all keywords (Fetea et al., 2007, is
one notable exception).

2. Upon inspection of the individual keyword figure-of-mesalues, it is not im-
mediately clear what word property—number of syllables, henof phones, or

13Note that care is taken to manage the imperfect correspontietween embedded keyword strings and
embedded keyword utterances. For example, “timely” and “bigsan” are treated as containing a positive
examples of the keywords “time” and “by”, respectively; “semnt” and “abysmal” are not
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Detector Figure of Merit vs. Median Keyword Duration
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Figure 5: Figure-of-merit performance of the whole word misdblotted against me-
dian duration for each of the 20 keywords. The dashed lineshioe best linear fit to
the data.

median duration—is the best predictor of performance. fidaut that the num-
ber of syllables is the least predictive, with a correlatoefficient ofr = 0.65.
Next is the number of phones (counting closure silences) wit 0.72. While
these correlations are significant, they are egregiouslympatible with a hand-
ful of keywords’ performance. In particular, consider theywords “hundred”,
which has one of the poorest performance levels, and “pnognahich has one
of the best. These are both two-syllable words with the sanmeber of con-
stituent phones; however, the median duration of “progren®5% longer than
that of “hundred”. Indeed, the correlation coefficient be¢w figure-of-merit
and median duration is = 0.86, making duration the best single predictor of
keyword spotting performance.

Figure 5 plots figure-of-merit vs. median keyword duration éach keyword,
along with the best linear fit for the relationship. We atitéb the remaining
variance about this fit line to three second-order factéysatiations in individ-
ual phone detector performance exposed by variation of gitnomposition
across keywords; (ii) variation in the number of trainingtances used to con-
struct each keyword; and (iii) differing levels of pronuaiton variability for
each keyword. Interestingly, the relative hypoarticuatof function words did
not cause a significant deviation from the linear relatigmsh

. In listening to the various samples extracted by the watgator, the impor-

tant role of pronunciation variability becomes clear, eirebroadcast news data
intended to minimize it. We believe it plays a major role ie imear relation-
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ship between performance and median duration. This someehaterintuitive

claim is motivated by the fact that if two pronunciationstoé short word “year”

differ by the particular vowel produced, that change act®ftor roughly a third

of the perceptual cues; it may therefore be more difficuligsatibe both pronun-
ciations with a single keyword model. If the comparativander word “Mas-

sachusetts” had two pronunciations that differed by a singivel, they would

sound much more similar on the whole and thus would be easiasgociate
with one another using a single keyword model.

In fact, the significant variation in pronunciation of shkelywords, especially
function words, across contexts highlights the vital roighler level linguistic
constraints must play in human word recognition. Our caritedependent slid-
ing model method is using no such information, so it is nopeging many mis-
takes are mad¥. However, when a word is sufficiently long and/or phoneticall
rich, our system performs exceedingly well.

4.5.2 Syllable-Based Model Performance

Finally, we consider the syllable model based keyword spptperformance on the
BURadio corpus. For the monosyllabic keywords, the wholednand syllable-based
detectors are nearly equivalent, so there is no change fiarpencet® To get a flavor
for the effect on multisyllabic keywords, we built syllabbased detectors for three
of the better performing keywords: “program,” “Boston,”dafcommittee” When we
trained on syllables embedded in the keywords only (c.f. “8#l Only” results in
Section 4.4.2), we measured figure-of-merit values of 94.8%90%, and 61.4% for
“program,” “Boston,” and “committee,” respectively. Thelatively small drops from
the whole word model performance listed in Table 5 are ctersisvith the behavior
observed in the TIMIT “greasy” experiments described above

The second experiment involved training the models on sldlastancesot con-
tainedin the keywords of interest, when possible. Even though Bdikdoes not
provide syllabic transcriptions for all speakers, we wdnke do isolate a significant
number of true occurrences for some syllables by searclingrf alternative set of
words that also contain the syllables of interest. For exantp get examples of “pro”
not contained in “program,” we collected training instasmdeom “protest, prohibit,
probation, and protein.” (The syllable “gram,” however,sa@ly contained in “pro-
gram.”) In this more realistic setting, we measured a figpfrererit values of 90.6%
for “program.”

For the keyword “Boston,” we were unable to collect suffitisamber of syllable
examples outside of the keyword to train on them alone; awsteve augmented the
original training set with true examples contained in otlwerds (for example, “boss”
and “Washington”). This lead to a figure-of-merit perforroarf 86.4%. Lastly, since

14consider spotting native keywords in a foreign languagethis setting, the listener’s access to high
level linguistic constraints is severely limited. Every@niaformal experience is that native keywords can
be spotted fairly easily. However, it is clear that short@dmrespecially one-syllable words, can be often be
misheard throughout the foreign speech, if one is lookingtfem, when they have not actually occurred.

15Technically, the syllable model for a monosyllabic word caailsb be trained on instances embedded in
other words. However, this expansion produce a negligitiéeeon the already low performance.
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the keyword “committee” contains three very common sybabive were able to con-
struct syllable models solely from true instances conthineother words. This led to
a figure-of-merit performance of 55.8%, representing atleas six point drop from

that when we trained on syllable examples taken from theahktyword.

5 Conclusions

We have shown that Poisson process modelling of a highlyssepgatione-based point
process representation is sufficient to spot keyword oeaggs in continuous speech at
performance levels comparable to other HMM-based methidshave demonstrated
that our system has the ability to generalize from a relbtismall number of training
speakers and is robust to the degradation of the phone dessttreliability. We also
found that processing the speech signal on a vowel-by-vbagk using landmarks is
equivalent to an exhaustive sliding window search.

In extremely data starved regimes, where keyword instaagot available, we
found that using constituent syllable detectors in cortjoncwith a delayed coinci-
dence constraint is adequate to nearly reproduce the pwafare of whole word mod-
els constructed with several keyword examples. We belt@geapproach would likely
work using other sliding window-based keyword spottingrapgphes as well. More-
over, this syllable-based strategy provides a computallipplausible path to event-
based lexical access and dealing with out of vocabulary svquickly.

Finally, we have found that the figure-of-merit performanteur system is most
highly correlated with median keyword duration. If this peoty is true of all keyword
spotting systems, the parameters of this linear relatipn&hg. slope or y-intercept)
may provide a keyword-independent performance metricglviiould help normalize
system benchmarking.
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